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Typy GPU pamate 1

Hlavnd pamat Obdoba RAM, obsahuje program a data. CPU k nej mdze pristupovat
cez zbernicu PCI, je to relativne pomalé. Prenosy medzi CPU a GPU je
preto potrebné minimalizovat.

Konstantna pamat M3 velkost 64 KB, ma vlastni kesku. Rychlost je podobna pristupu
k registru. O umiestneni do pamate automaticky rozhoduje kompilator
NVCC.

Textirova pamat Urcena pre obrazové data az do troch rozmerov. Podporuje Specialne
funkcie, ktoré robia rychlu interpoléciu (zva¢sovanie/zmensSovanie)
obrazka.
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Typy GPU pamate 2

Registre Kazdy SM ma 65536 32-bitovych registrov. Registre st alokované na
arovni vlakien.

Lokalna pamat Privatna paméat pre kazdé vlakno. PouZiva sa, ak registre nepostacuju.
O jej alokacii a vyuziti rozhoduje kompilator.

Zdieland pamat Kazdy SM ma 32 — 228 KB zdielanej pamate. Bloky vlakien tito
pamat zdielaji. Alokovana velkost sa urci pri spusteni kernelu.
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Pamat vs obsadenie SM

m Ak na jednom SM moéze byt rezidentnych 64 warpov, na kazdé vlakno pripada 32
registrov. Ak vlakna potrebuji viac registrov, obsadenie SM nebude tplné.

m Ak kernel vyziada viac ako polovicu dostupnej zdielanej pamate, na jednom SM sa
spusti iba jeden blok vldkien — nevyhodné obsadenie. Kernel by nemal vziadat viac

ako polovicu dostupnej zdielanej pamate.
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Pamatova hierarchia

m Lokélna pamat: iba pre jedno
vlakno, pocas jeho behu

m Zdieland pamat: vldkna
jedného bloku, pocas
existencie bloku

m Globalna pamét zariadenia:
vsetky vlakna, cela doba behu
aplikacie

https:

//docs .nvidia.com/cuda/cuda-c-programming-guide/
index.html#memory-hierarchy
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https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#memory-hierarchy
https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#memory-hierarchy
https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html#memory-hierarchy

Zhnrnutie pamatovych priestorov

Zdroj

Typ pamate Viditelnost naprie¢ Platnost poc¢as Umiestnenie
Globalna Gridom behu aplikdcie  Device
Konstantnd  Gridom behu aplikdcie  Device
Zdielana Blokom behu kernelu SM

Lokalna Iba vldkno behu kernelu Device
Registre Iba vldkno behu kernelu SM
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https://docs.nvidia.com/cuda/cuda-programming-guide/02-basics/writing-cuda-kernels.html#gpu-device-memory-spaces

Pamat 1

Pole na GPU je typu DeviceNDArray.
m Alokacia pola v hlavnej pamati GPU:

numba.cuda.device_array(
shape,
dtype=np.floaté4,
strides=None,
order='C',
stream=0,

)

m Alokacia pola s rovnakymi parametrami ako ary:

numba.cuda.device_array_like(ary, stream=0)

7/34



Pamat 2

m Alokacia a skopirovanie pola do hlavnej pamate GPU:
numba.cuda.to_device(obj, stream=0, copy=True, to=None)

m Vytvori DeviceNDArray objekt previazany s pévodnym polom.

cuda.as_cuda_array(sync=True)
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Pamatové presuny

m Presunutie na GPU:
copy_to_device(ary, stream=0)

m Presunutie do RAM:

copy_to_host (ary=None, stream=0)
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Kernel dekoratory

m Z beZnej Python funkcie sa stane kernel, ked ju dekorujeme @cuda. jit.

Qcuda. jit
def my_kernel(io_array):

m Takyto kernel mézeme zavolat z Python kédu alebo iného kernelu. Hodnoty méze
vracat iba cez argumenty, nie return.

m Dekorator je mozné konfigurovat:

numba.cuda. jit(
func_or_sig=None,
device=False,
debug=None,
fastmath=,
max_registers=,
opt=None,
lineinfo=False,
cache=False,
launch_bounds=None,
shared_memory_carveout=None,

10/34



Spustenie kernelu

kernel[griddim, blockdim, stream, sharedmem](args...)

Argumenty:
griddim velkost gridu (¢islo alebo n-tica s max. 3 prvkami)
blockdim velkost bloku (Cislo alebo n-tica s max. 3 prvkami)
stream volitelny prid
shared velkost zdielanej dynamickej pamate v bajtoch

args... argumenty kernelu

Dobra pociato¢na hodnota je [4 * Nsm, 256].
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Priklad 1

Ukazka vypoctu stradnic vlidkna [8:

import math
import numpy
from numba import cuda

@cuda.jit

def my_kernel(io_array):
tx = cuda.threadIdx.x
ty = cuda.blockIdx.x
bw = cuda.blockDim.x

pos = bw * ty + tx

if pos < io_array.size:
io_array[pos] *= 2

data_mem = cuda.to_device(numpy.ones(256))

threadsperblock = 32

blockspergrid = int(math.ceil(data_mem.size / threadsperblock))
my_kernel [blockspergrid, threadsperblock] (data_mem)

data = data_mem.copy_to_host()

print(data)
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/01.py

Priklad 1 popis

m Qcuda.jit: skompiluje funkciu a vytvori

Qcuda. jit
def my_kernel(io_array): CUDA kernel
7 cudathreadlde. x m if pos < io_array.size: kontrola

ty = cuda.blockIdx.x v

bw = cuda.blockDim.x pretecenia indexu

m int(math.ceil(data.size /
threadsperblock)): pocet blokov,

if pos < io_array.size: zaokrahleny nahor
io_array[pos] *= 2

pos = bw * ty + tx

m my_kernel [blockspergrid,
data_mem = cuda.to_device(numpy.ones(256)) threadsperblOCk] (data): SPUStenie

threadsperblock = 32 kernelu

blockspergrid = int(math.ceil(data_mem.size / threadsperblock))

my_kernel [blockspergrid, threadsperblock] (data_mem)

data = data_mem.copy_to_host() Dispecer zobrazi varovanie, ak ma grid menej ako
print(date) 128 blokov (vid NUMBA_CUDA_LOW_OCCUPANCY_WARNINGS).
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Pamatovy caching

Preco pos = blockDim.x * blockIdx.x + threadIdx.x
a nie pos = gridDim.x * threadIdx.x + blockIdx.x ?

m threadIdx.x majd v rovnakom warpe za sebou idiice hodnoty.
m V prvom pripade ma pos za sebou idiice hodnoty.

m V druhom pripade ma pos v rovnakom warpe hodnoty po nasobkoch gridDim.x
— neefektivny pristup k pamati.

V Numbe je vypocet pozicie v gride extrahovany do funkcie cuda.grid(n), kde n je
rozmer.
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Funkcie Pythonu, ktoré je mozné pouzivat

Pozor! V kerneloch sa nedaji volat lubovolné funkcie!

Podporované funkcionality Pythonu v Numbe

Podporované funkcionality Pythonu pre CUDA Python
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https://numba.readthedocs.io/en/stable/reference/pysupported.html
https://nvidia.github.io/numba-cuda/user/cudapysupported.html

Priklad 2

To isté ako v priklade 1, ale pouzivame
cuda.grid() @:

Qcuda. jit
def my_kernel(io_array):
pos = cuda.grid(1)
if pos < io_array.size:
io_array[pos] *= 2

data_mem = cuda.to_device(numpy.ones(256))

threadsperblock = 32

blockspergrid = int(math.ceil(data_mem.size /
threadsperblock))

my_kernel [blockspergrid, threadsperblock] (data_mem)

data = data_mem.copy_to_host ()

print(data)

Kernel z prikladu 1 pre porovnanie

Qcuda. jit

def my_kernel(io_array):
tx = cuda.threadIdx.x
ty = cuda.blockIdx.x
bw = cuda.blockDim.x

pos = bw * ty + tx

if pos < io_array.size:
io_array[pos] *= 2
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/02.py

Priklad 3

Dva rozmery [@:

Qcuda. jit
def my_kernel(io_array):
x, y = cuda.grid(2)
y_max, x_max = io_array.shape
if x < x_max and y < y_max:
io_arrayly, x] *= 2

data_mem = cuda.to_device(numpy.ones((16, 16)))

threadsperblock = (16, 16)

blockspergrid_x = int(math.ceil(data_mem.shape[0] / threadsperblock[0]))
blockspergrid_y = int(math.ceil(data_mem.shape[1] / threadsperblock[1]))
blockspergrid = (blockspergrid_x, blockspergrid_y)

my_kernel [blockspergrid, threadsperblock] (data_mem)

data = data_mem.copy_to_host ()

print(data)
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/03-2D.py

Priklad 4

Néasobenie matic [@8:

Qcuda. jit
def matmul(A, B, C):
row, col = cuda.grid(2)

if row < C.shape[0] and col < C.shape[1]:

tmp = 0.0
for k in range(A.shape[1]):

tmp += A[row, k] * B[k, coll
Clrow, coll = tmp

A = numpy.full((24, 12), 3, numpy.float32)
B = numpy.full((12, 22), 4, numpy.float32)

A_global_mem = cuda.to_device(A)
B_global_mem = cuda.to_device(B)

C_global_mem = cuda.device_array((24, 22))

threadsperblock = (16, 16)

blockspergrid_x = int(math.ceil(A.shape[0] / threadsperblock[0]))
blockspergrid_y = int(math.ceil(B.shape[1] / threadsperblock([1]))
blockspergrid = (blockspergrid_x, blockspergrid_y)

matmul[blockspergrid, threadsperblock](A_global_mem,
B_global_mem,
C_global_mem)
C = C_global_mem.copy_to_host ()

print (C)
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/04-matrix-multiplication.py

Priklad 5 3D

Qcuda. jit
def grid_3d(a, b, id_num):

nz, ny, nx = a.shape

x, y, z = cuda.grid(3)

if x >= nx or y >= ny or z >= nz:
return

tx, ty, tz = cuda.threadldx.x, cuda.threadIdx.y, cuda.threadldx.z

bx, by, bz = cuda.blockIdx.x, cuda.blockIdx.y, cuda.blockIdx.z

bdimx, bdimy, bdimz = cuda.blockDim.x, cuda.blockDim.y, cuda.blockDim.z
gdimx, gdimy, gdimz = cuda.gridDim.x, cuda.gridDim.y, cuda.gridDim.z

block_size = bdimx * bdimy * bdimz

grid_size = gdimx * gdimy * gdimz

total_threads = block_size * grid_size

thread_rank_in_block = (tz * bdimy + ty) * bdimx + tx

block_rank_in_grid = (bz * gdimy + by) * gdimx + bx

thread_rank_in_grid = block_rank_in_grid * block_size + thread_rank_in_block

al[z] [yl [x] = thread_rank_in_grid
blz] [yl [x] = math.sqrt(alz] [yl [x])

# pokracovanie na dalSom slajde
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/05-3D.py

Priklad 5 3D pokracovanie

@cuda.jit
def grid_3d(a, b, id_num):

if thread_rank_in_grid == id_num:

print("array size ", nx, 'x', ny, 'x', nz, '=', a.size)
print("thread block", bdimx, "x", bdimy, "x", bdimz, "=", block_size)
print("thread grid", gdimx, "x", gdimy, "x", gdimz, "=", grid_size)
print("total number of threads in grid ", total_threads)
print("al", z, "I1[", y, "1[", x, "}] =", alz]l[yl[x], "and b[", 2z, "1[", y, "1[", x, "] =", blz]l[yl[x])
print("rank_in_block = ", thread_rank_in_block, " rank_in_grid = ",
thread_rank_in_grid, " rank of block_rank_in_grid = ", block_rank_in_grid)

a = cuda.to_device(numpy.zeros((256, 512, 512), int))
b = cuda.to_device(numpy.zeros((256, 512, 512), numpy.float32))

id_num = int(sys.argv[1]) if len(sys.argv) > 1 else 12345
threadsperblock = 32, 8, 2

blockspergrid = 16, 64, 128

grid_3d[blockspergrid, threadsperblock](a, b, id_num)

Prva dimenzia velkosti bloku (32) bola zvolena schvalne (hint: warp).
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Umiestnenie dat v pamati

m Polozky poslednej dimenzie matice sl
v paméti vedla seba (po riadkoch).

m CUDA aplikuje za sebou iddce hodnoty
prvej dimenzie (x) do rovnakého warpu
(po stipcoch).

m = x musi byt pouZitd na indexovanie
poslednej dimenzie matice.

alz] [yl [x] = thread_rank_in_grid
blz] [yl [x] = math.sqrt(alz] [yl [x])

Row-major order

a
a
a

a
a

3
3
3

Column-major order
a

1 Yo G43
1/ 85 /853
1 af ad3 |

Autor: CMG Lee
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https://commons.wikimedia.org/wiki/File:Row_and_column_major_order.svg

Sdradnice

Kontrolna otazka: aky je rozdiel medzi

X, y, z = cuda.grid(3) # a

tx, ty, tz = cuda.threadldx.x, cuda.threadIdx.y, cuda.threadldx.z
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Sdradnice

Kontrolna otazka: aky je rozdiel medzi

X, y, z = cuda.grid(3) # a

tx, ty, tz = cuda.threadldx.x, cuda.threadIdx.y, cuda.threadldx.z
B tx, ty a tz su sdradnice vldkna v bloku.

B X, y a z sU stradnice vldkna v gride.

X, ¥, 2 = (cuda.blockDim.x * cuda.blockIdx.x + cuda.threadIdx.x,
cuda.blockDim.y * cuda.blockIdx.y + cuda.threadldx.y,
cuda.blockDim.z * cuda.blockIdx.z + cuda.threadldx.z)
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3D pozicia (rank)

Vzorec pre vypoclet pozicie bloku/vldkna v 3D gride/bloku

rank = (z - dimy +y) - dimy + x

m hodnoty x st (v pamiti) vedla seba
m hodnoty y st vzdialené dim_x polozkami

m hodnoty z st vzdialené dim_x * dim_z polozkami

Vypocet pozicie vlakna v gride

Z predchadzajiceho prikladu:

thread_rank_in_grid = block_rank_in_grid * block_size + thread_rank_in_block
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Skryvanie latencie

m T1 - T4 st bloky
m Kazdé vldkno v aktivnom warpe si udrzuje svoj stav a ma vlastné registre.
m Kontext warpu je uchovany na Cipe — prepnutie warpu je okamzité.

\Global Memory

idle time
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Paralelné vzory 1

Vyhybajte sa podmienkovym vyrazom if v kerneloch:

Zle

Divergencia vykonavania na dlhy cas.

if not flag:

functionl(al, a2, ...)
else:

function2(bl, b2, ...)

MoZe byt
Divergencia vykonavania na kratky cas.

if not flag:
x +=1
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Paralelné vzory 2

Najlepsie
Instrukcia select-predicate vykona kdd linearne bez vetvenia.

cuda.selp(condition, val_true, val_false)

x += cuda.selp(not flag, 1, 0)
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Paralelna redukcia 1

X[i] += X[i+8]

X[i] += X[i+4]

X[i] += X[i+2]

@)

OO0OO0O0O0OO0O0OO0O0O00OO0OO0

X[i] += X[i+1]

0 O0OO00O0

)

OO0OO0OO0OO0O0OO0O0

M
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Paralelna redukcia 2

import sys
from timer import Timer

Qcuda. jit
def reduceO(x, stride):
tid = cuda.grid(1)
x[tid] += x[tid + stridel

num_elements = 1 << int(sys.argv[1]) if len(sys.argv) > 1
— else 1 << 24

rng = numpy.random.default_rng(1)

a = rng.random(num_elements, dtype=numpy.float32)

a_dev = cuda.to_device(a)

# Reduce on host

tim = Timer()

host_sum = numpy.sum(a)
t1 = tim.lap_ms()

# Reduce on GPU

tim.reset ()

stride = num_elements // 2

while stride:
threads = min(256, stride)
blocks = max(stride // 256, 1)
reduceO[blocks, threads](a_dev, stride)
stride //= 2

cuda.synchronize ()

t2 = tim.lap_ms()

gpu_sum = a_dev[0]
print(f"sum of {num_elements} random numbers: host
{host_sum:.1f} {t1:.1f} ms\n\

GPU {gpu_sum:.1f} {t2:.1f}
ms")
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/06-reduce0.py

Paralelna redukcia 3

Linerarne adresovanie vlakien (thread-linear addressing):

Qcuda. jit
def reducel(x, num_elements):
tid = cuda.grid(1)
tsum = 0.0
stride = cuda.gridDim.x * cuda.blockDim.x
for k in range(tid, num_elements, stride):
tsum += x[k]
x[tid] = tsum

num_elements = 1 << int(sys.argv[1]) if len(sys.argv) > 1
> else 1 << 28

blocks = int(sys.argv[2]) if len(sys.argv) > 2 else 288

threads = int(sys.argv[3]) if len(sys.argv) > 3 else 256

rng = numpy.random.default_rng(1)
a = rng.random(num_elements, dtype=numpy.float32)
a_dev = cuda.to_device(a)

# Reduce on host

tim = Timer()

host_sum = numpy.sum(a)
t1 = tim.lap_ms()

# Reduce on GPU

tim.reset()

reducel[blocks, threads](a_dev, a.size)
reducel[1, threads](a_dev, blocks * threads)
reducel[1, 1] (a_dev, threads)
cuda.synchronize ()

t2 = tim.lap_ms()

gpu_sum = a_dev[0]
print(f"sum of {num_elements} random numbers: host
{host_sum:.1f} {t1:.1f} ms\n\

GPU {gpu_sum:.1f}
{t2:.1f} ms")
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/07-reduce1.py

Paralelna redukcia 4 (zdielana pamat)

Qcuda. jit
def reduce2(y, x, num_elements):
_id = cuda.threadIdx.x
tid = cuda.grid(1)
stride = cuda.gridDim.x * cuda.blockDim.x

rng = numpy.random.default_rng(1)

dx = rng.random(num_elements, numpy.float32)

dx_dev = cuda.to_device(dx)

dy_dev = cuda.to_device(numpy.zeros(blocks, numpy.float32))

# Reduce on host

tsum = cuda.shared.array(0, dtype=numba.float32) tim = Timer()
tsum[_id] = 0.0 host_sum = numpy.sum(dx)
for k in range(tid, num_elements, stride): tl = tim.lap_ms()

tsum[_id] += x[k]

cuda.syncthreads () # Reduce on GPU

k = cuda.blockDim.x // 2 tim.reset()
while k > 0: reduce2[blocks, threads, 0, threads *
if _id < k: » dx_dev.dtype.itemsize] (dy_dev, dx_dev, num_elements)
tsum[_id] += tsum[_id + k] reduce2[1, blocks, 0, blocks *
cuda.syncthreads () » dy_dev.dtype.itemsize] (dx_dev, dy_dev, blocks)
k //=2 cuda.synchronize ()
if _id == 0: t2 = tim.lap_ms()

ylcuda.blockIdx.x] = tsum[0]
gpu_sum = dx_dev[0]

num_elements = 1 << int(sys.argv[1]) if len(sys.argv) > 1

else 1 << 24 print (f"sum of {num_elements} random numbers: host
blocks = int(sys.argv[2]) if len(sys.argv) > 2 else 256 ~—> {host_sum:.1f} {t1:.1f} ms, GPU {gpu_sum:.1f} {t2:.1f}
threads = int(sys.argv[3]) if len(sys.argv) > 3 else 256 — ms"
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https://github.com/tj314/ppds-seminars/blob/ppds2025/lecture7/08-reduce2.py

m GPU zvladne vykonavat niekolko kernelov naraz siicasne s datovymi prenosmi.
m Priklady vyuzitia:
m 3-krokové spracovanie videa: n-1 snimok sa posiela do RAM, n-ty snimok sa
spractva na GPU a n+1 snimok sa posiela na GPU

m Pamatovo naro¢ny kernel a vypoctovo narocny kernel mézu bezat naraz na rovnakej
GPU.

m Viacero kernelov mdze bezat naraz, aby bola GPU vykonovo saturovana.
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Pridy — rozhranie

Operacie v ramci rovnakého pradu sa vykonavaju sekvencne.

Operacie v rozdielnych pridoch sa mézu vykonavat konkurentne.

Vytvorenie pridu: numba.cuda.stream().

Metddy prenosu dat maji parameter stream.

Treti argument dispecera kernelu je stream.
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Udalosti

m Vhodné na sledovanie priebehu programu (napr. benchmark).
m Vytvorenie udalosti:

numba. cuda.event (timing=True) -> Event

Cas je uloZeny, iba ked je parameter timing True.
m Metédy Event:

m query()
Vréti True, ak bola vSetka praca v pride pred udalostou ukoncena.

m record(stream=0)
Nastavi bod zaznamu. Ked je vSetka Cinnost v pride ukoncend, udalost zaznamena
¢as a je povazovana za ukoncenu.

m synchronize()
Host vlakno ¢aka na ukoncenie udalosti.

m wait(stream=0)
Prid stream bude Cakat, kym nenastane udalost.
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Opakovanie

Priprava na skisku:

Co je to kernel?

Vypocet stradnic:
m vldkna v bloku, bloku v gride, vlakna v gride,
m pozicie vldkna v bloku, pozicie vldkna v gride.

Efektivne vyuZitie stradnic — rozlozenie dat v pamati,

pamatova hierarchia,

zdieland pamat.
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